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Abstract

Objective: This study aims to develop and evaluate a transformer-based neural network model that leverages both vital
signs and chief complaints to predict patient acuity more accurately and automatically. This study is a part of a major
project, which envisions continuous monitoring in the emergency department, while this model provides a machine learn-
ing based tool to risk stratify patients.

Methods: This study utilized the public MIMIC-IV-ED dataset, containing patients’ vital signs, chief complaints, and triage
acuity levels. We developed multiple machine learning models, including a baseline model using only vital signs and a
hybrid model that contains the transformer architecture and feed-forward neural networks, incorporating numerical
and textual data types. A secondary analysis was performed after filtering inconsistent data points to test the model
in an idealized scenario.

Results: Models incorporating chief complaints achieved significantly higher accuracy (over 70%) compared to baseline
models that relied solely on vital signs (around 60%). After filtering out inconsistent data, the hybrid model’s accuracy
improved to over 90%.

Conclusion: Integrating chief complaints is critical for improving the accuracy of Al-driven triage models. These findings
highlight the potential for hybrid systems to enhance patient monitoring and prevent deterioration in ED waiting rooms.
Future work should focus on incorporating more diverse datasets and time series data to further validate and improve
model performance.
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Introduction

Patients present to emergency department (ED) every day
with a wide variety of illnesses in various degrees of sever-
ity. The vital function of the triage unit of every ED is to
rapidly assess and risk stratify these patients upon their arri-
vals to discern their level of acuity, prioritize those that are
most critically ill to receive immediate medical attention,
and place others in descending order to criticality for later
assessment and management. As a result, patients deemed
less ill are streamed to the ED waiting room until medical
personnel can assess them.

In addition to the patients’ chief complaints and their
background history, triage also relies on assessing patients’
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vital signs to assess severity. For those patients in the wait-
ing room, ongoing monitoring would be ideal to prevent
deterioration, including repeated vital signs monitoring as
one strategy. Some examples of this warning system, such
as the MEWS or NEWS,'? monitor patient vital signs
repeatedly to detect deterioration. However, such systems
currently have shown either low sensitivity or high false
alarm rates, with the investigators arguing that these sys-
tems have not incorporated ED patients’ chief complaints
into the monitoring. Ideally, if this system, together with
the patients’ presenting problems and their health back-
ground, can be deployed in the ED waiting room, we could
monitor patients’ clinical status and avoid undetected
deterioration of patients while waiting for medical attention.

While traditional telemedicine has long relied on nurses
interpreting verbal chief complaints,’ recent advancements
have focused on Al-powered symptom checkers.* This
study builds upon this proposes a hybrid transformer-based
neural network model that can provide predictions of
patient acuity based on both vital signs and patient chief
complaints, possibly utilizing chief complaints that are pro-
vided through telemedicine practices. By leveraging this
combined dataset, the model aims to provide more accurate
predictions of patient acuity compared to systems reliant
solely on vital signs. Subsequently, by developing this
model, this study argues that chief complaints are crucial
to the triaging process and should be incorporated in early
warning systems.

This study is a part of a major project, which envisions
continuous monitoring in the ED. The model pairs extremely
well with continuous monitoring and telemedicine, allowing
accurate risk stratification on multiple patients at once.

For the remaining sections of the study, we will explain
in detail the issues of overcrowding and the lack of adequate
monitoring in ED in backgrounds section; briefly review
and explain related studies in the research area in related
works section; explain the data source, architecture of our
baselines and the proposed model in methods section; com-
pare the performances between the baselines, our proposed
model and the model trained on filtered data in the results
section; discuss the performance differences, and issues
with the current protocols in discussion section; and finally,
highlight the limitations and conclude the study.

Background

Currently, in Canada, when a patient arrives at the ED, a tri-
age nurse inquires about their presenting complaint, past
medical history, records the patient’s vital signs, including
heart rate, blood pressure, body temperature, oxygen satur-
ation, and respiratory rate, and conducts a rapid physical
assessment that would usually take several minutes. Then,
the nurse assigns to this patient a score ranging from 1 to
5 based on the Canadian Triage and Acuity Scale
(CTAS).” Patients with CTAS scores of 1 and 2 are highest

risk and therefore prioritized for more immediate assess-
ment and treatment from ED teams. However, patients
with lower risk chief complaints and presentations, reflected
by lower CTAS scores ranging from 3 to 5, typically wait
longer periods of time until health professionals are avail-
able to see them.

A critical concern in this process is that patients with ini-
tially assigned moderate risk scoring can deteriorate, occa-
sionally even rapidly, while waiting without substantial
monitoring. This deterioration can escape detection by
health professionals,” making early detection a matter of
life and death. Also, with current ED overcrowding and
staffing shortages, this results in further limitations to
closely monitor patients in the ED waiting rooms.

To monitor patients in EDs, the NEWS is one such sys-
tem that can potentially be used. NEWS analyzes patient
vital signs, including heart rate (HR), respiratory rate
(RR), systolic blood pressure (SBP), and oxygen saturation
(SPO2). Each vital sign is scored based on its deviation
from the norm, and these scores are aggregated to calculate
the overall NEWS score. A high NEWS score indicates a
greater likelihood of health deterioration and the need for
medical attention.?

Despite their utility, these Early Warning Systems have
limitations. They lack the ability to capture the correlation
between parameters, as each parameter’s score is evaluated
independently and then simply summed.® Moreover, as
reflected in the CTAS guide, vital signs are not the only indi-
cators of a patient’s health condition. Symptoms are also cru-
cial and may affect the importance of each vital sign.’> For
instance, an elevated respiratory rate could be lower risk
for a patient experiencing anxiety, but it could indicate a ser-
ious condition if the patient is in respiratory distress.

Related work

In medicine, machine learning has shown promise in pre-
dicting specific diseases, such as cardiac arrest,’”’ and
improving triaging processes.®’ Noteworthy studies
include J. Kwon et al.’s proposal of a 3-layer Recurrent
Neural Network with Long Short-Term Memory units,
which generates a Deep-learning Early Warning Score
(DEWS). Impressively, DEWS outperformed conventional
MEWS in all metrics, exhibiting higher sensitivity and
fewer alarms.! Similarly, M. Ong et al. employed an undis-
closed ‘black box’ algorithm that surpassed MEWS in
accuracy.® However, none of these studies uses chief com-
plaint in their features.

On the front with chief complaint, telemedicine has trad-
itionally relied on nurses interpreting chief complaints over
telephone calls.> In much later period, Semigran et al.
assessed the accuracy of various mobile symptom checkers,
which aims to provide triage advice based on patient-entered
symptoms. However, they found that these symptom check-
ers had deficits in both triage and diagnosis.* It is within
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Table |I. Data inclusion criteria.

Heart rate 0-300 bpm

Blood oxygen 0-100 %
saturation

Systolic blood 0-300, higher than DBP mmHg
pressure (SBP)

Diastolic blood 0-300, lower than SBP mmHg
pressure (DBP)

Respiratory rate 0-100 bpm

Body temperature 20-50 °C

Numeric pain score 0-10

Chief complaints All available chief complaints

in the dataset

recent years that we see the bloom in natural language pro-
cessing technology, with the advent of chatbots. R. Luo
et al. presented the “BioGPT,” which exhibit significant
potential for generating biomedical text, as it reached
78.2% accuracy on PubMedQA question answering task.'”
A more recent study by Pasli et al. investigates the effective-
ness of ChatGPT in performing real-time patient triage using
voice commands, and surprisingly outperformed human tri-
age personnel and shows great promise as a clinical decision-
support tool.'!

To our knowledge, there are no similar studies that have
leveraged a combination of chief complaints and numerical
vital signs, aiming to continuously monitor patients.

Methods

The dataset used in this study is the MIMIC-IV-ED dataset,
which is a public database that contains multiple data tables,
collected in the ED of Beth Isreal Deaconess Medical
Center.'? The authors have acquired credential access on
PhysioNet. This study primarily focuses on the triage table,
which contains information collected from the patient at the
time of triage, including chief complaints and one set of
vital signs measurement including body temperature, heart
rate, respiratory rate, systolic and diastolic blood pressure.
When relevant, a subjective pain level ranging from 0 to
10 is also reported by the patient. The table also contains
an acuity value assigned by the nurses, which serves as label
for training a triage assisting algorithm.'?

The data undergoes the following preprocessing steps.
First, overly unrealistic data are filtered out, for example,
body temperature higher than 5000 Celsius. Table 1 shows

the inclusion range of data. Second, a NEWS score is calcu-
lated for each data, without the criteria for consciousness or
supplemental oxygen since those are not available in the
table. Third, all the vital signs are scaled to unit variance,
while all text is tokenized. Lastly, the data is split into 70%
training data, 15% validation data, and 15% testing data.
After preprocessing, 391533 datapoints remain. 274073 data-
points are used in training, 58730 datapoints are used in val-
idation and another 58730 datapoints are used in testing.

As a baseline, a model is trained solely based on the vital
signs. The model uses the mentioned vital signs (including
pain), NEWS score and the number of abnormal vital signs
as features and attempts to predict acuity level. Three multi-
class classification models were compared during the build-
ing of the baseline model: a random forest classifier, a gradi-
ent boosting classifier, and an artificial neural network
(ANN).

The ANN first processes text input and numerical input
separately. The text input passes through an embedding
layer, then a transformer unit. Meanwhile, the numerical
input passes through one dense layer with Rectified
Linear Unit (ReLU) activation. Then, both inputs are conca-
tenated into one vector, and finally pass through a classifi-
cation layer. The architecture is shown in Figure 1.

The transformer encoder is used to process text in the ANN.
The unit contains multiple layers. The multi-head attention
mechanism computes weights between each pair of elements
in the input sequence, assigning importance to different words
based on their relationships with each other.'*'* Then the feed-
forward neural network allows the model to capture complex
patterns in the text. Transformer units have been widely used
in natural language models. The structure of transformer
encoder unit is shown in Figure 2.4

For the ANN, cross-entropy loss is used as loss function, as
the models deal with multiclass classification. All models are
mainly evaluated based on their accuracy, which is the percent
of correct predictions out ofall predictions. To show the model
performance at individual levels, precision and recall are also
calculated. Precision measures how many predictions are cor-
rect in that level, while recall measures how many correct pre-
dictions the algorithm can find within that level. A receiver
operating characteristic curve (ROC) and a precision—recall
curve (PRC) are also plotted for the parallel model.

All the hyperparameters in the model are tuned with the
hyperband tuner, which is a novel hyperparameter tuning
algorithm that optimizes a pure-exploration non-stochastic
infinite-armed bandit problem."> Informally, it is a
trial-and-error algorithm that tests out different combina-
tions of hyperparameters and seeing which ones work
best. However, instead of trying every possible combin-
ation, it quickly narrows down a set of hyperparameters
that performs the best by training them for a short time,
and gradually focusing on the more promising models. '

All the models are trained with batch size of 32. All the
activation functions except for the output classification
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Figure 2. Architecture of the transformer encoder unit.'*

layer are RelLu. The classification output layer uses
SoftMax activation. The model is built using Python
3.11. We utilized scikit-learn.StandardScaler to perform
normalization,  keras.preprocessing.text.Tokenizer to
tokenize text, tensorflow.keras to construct the neural net-
work, numpy for numeric operations, pandas for data-
frame utilities, shap for SHAP explanations, imblearn for
extra analysis with imbalanced dataset, and matplotlib
with seaborn for plotting functions. All trainings are per-
formed locally on an encrypted laptop, with 32GB
RAM, 13" Gen Intel Core i7-13700HX CPU, and
NVIDIA GeForce RTX 4080 GPU.

To analyze the importance of each feature for the model,
we adapt the SHapley Additive exPlanations (SHAP),
which is a method based on game theory approaches, that
assigns an importance value for each feature in each model
predictions. The aggregate value of such values can then
provide an overview of overall importance of each fea-
ture.'® This is a model-agnostic method, making it fitting
for complex deep neural networks, allowing us to see
what’s truly important in these model predictions.

From conceptualization stage to completion, this study
lasted for 1 year, conducted in University of British
Columbia (UBC). The study involves personnel from the
UBC and Vancouver General Hospital, but no data are gath-
ered from the hospital. By its very nature, this study is retro-
spective, and serves as a proof of concept, that models
combining chief complaints and vital signs are promising
in ED monitoring. This study neither claims nor aims to cre-
ate a clinically deployable model at this stage.

Results

All the models have reached similar levels of accuracy
around 59%. Also, something notable is that even during
hyperparameter tuning, the accuracy did not significantly
change. This indicates that the type and structure of these
models do not have strong impact on the prediction accur-
acy. Rather, it is the data or features themselves that did not
correlate strongly with the desired output. This is also evi-
dent during the triaging process, as nurses do not solely tri-
age the patients based on their vital signs.

As shown in Figure 3, by incorporating chief complaints
to the model, the accuracy has increased to over 70%,
achieving a significantly higher accuracy than the baseline
model (59%), further indicating that the poor performance
of the pure vital-sign-based baseline model is caused by
the lack of features. Allowing the model to access both text-
ual and numerical data gives it opportunity to find correla-
tions between vital signs, symptoms, and acuity, thus
increasing predictive power of the model.

We performed data filtering by selecting data with identi-
cal NEWS score and chief complaints. In each of these data
groups, the acuity level with highest occurrence is kept, and
all other data are discarded. The objective is to ensure that
if the chief complaints are identical, and vital signs are
roughly at the same level (same NEWS level), the acuity level
should be the same. This filtering step removed 85231 data
points, which consists of about 20% data points. We perceive
a significant increase in accuracy. Figures 4 and 5 show the
significant increase in area under ROC (AUROC) after
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performing data filtering. Figure 6 shows the increase in pre-
dictive power in most classes after filtering through the form
of confusion matrix.

As seen on the confusion matrices, the classes are very
imbalanced. To explore this, we use Synthetic Minority
Over-sampling Technique (SMOTE) to address the imbal-
ance issue. SMOTE attempts to over-sample minority
classes by finding its nearest neighbor, then creates a new
synthetic sample on the linear segment connecting these
data points.'” The principle is to create synthetic samples
of minority classes and essentially balance the class by add-
ing these samples. However, introducing SMOTE created
catastrophic effects on the model, as shown in Figure 7.

Lastly, we use the SHAP method to analyze the model
both pre and post filtering. As shown in Figure 8, in unfiltered
data, chief complaints (word features) have almost complete
dominance over vital signs, as the vital signs have shown
very negligible SHAP value compared to the word features.
In contrast, after the inconsistent data are filtered out, we begin
to see features such as NEWS score, number of abnormal vital
signs, and heart rate begin to show importance in prediction.

Discussion

A notable phenomenon in the baseline models is that at true
acuity level 2 and 4, there are more predictions at acuity 3
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than correct predictions. This indicates an overlap between
these acuity levels. There are many possible reasons. First,
patient at these levels could have a wide range of vital signs.
For example, altered mental status or confusion is commonly
triaged as acuity 2, but their vital signs could be like normal
people, as their mental status may not have affected their
body functions. In contrast, patients with hypertension would
have higher than normal blood pressure, but no immediate
health risk so they could receive an acuity level of 4 when
no symptoms are present.” Lastly, according to the CTAS
training manual, there may be subconscious pressure to
“down-triage” patients when ED is overcrowding. For
example, a patient normally with acuity 2 may be assigned
acuity 3 when ED is full, while nurses feel it unacceptable
to assign level 2 patients in the waiting room.'®

Nonetheless, by including chief complaints in features,
we see a noticeable increase in accuracy (around 10%
increase). The baseline model appears extremely biased as
its predictions are almost exclusively limited to CTAS 2
and 3, while never once predicts a patient at CTAS 4 or
5. This indicates that the model has simply learned that
CTAS 2 and 3 are most common, and is guessing them to
get the highest accuracy. On the other hand, the ANN
now actively predicts CTAS 4 and 5 based on some minor-
ity chief complaints, while having greatly improved per-
formance in CTAS 2 prediction. While errors still exist,
the mistakes are much more plausible, as the confusion is
now primarily between adjacent classes (e.g. CTAS 2 vs
CTAS 3, CTAS 3 vs CTAS 4), which also mirrors real-
world ambiguity of triage.

It is also noticed that the sample size of each class is very
imbalanced in the dataset. Roughly 90% of the data consists
of acuity 2 and 3, while the rest consists of only about 10%
of the data. This imbalance leads to some nuances in the
model and its interpretation. First, as shown in Figure 4,
the model has good AUROC across acuity 1, 4, and 5,
but slightly lower at acuity 2 and 3. However, the average
precision (AP) is much lower across all levels, especially
for acuity 1, 4, and 5. This is also a phenomenon of an
imbalanced dataset, as the baseline (lowest possible value)
for AUROC is 0.5, and it is increased by both true positives
and true negatives, while AP is only increased by true posi-
tives. When a model is imbalanced, the positive case for
some classes is much less frequent than negative cases,
leading to a lower baseline AP value.'®

We also inspect the learning curve of the model, which
reveals deeper issue than just imbalanced dataset.

As observed from the learning curves in Figure 9, there
is a generalization gap in the model. Even though the model
accuracy consistently increases while model loss decreases
during training, the validation accuracy and loss stayed at
roughly the same value, a phenomenon commonly known
as “overfitting.” While traditional methods to combat over-
fitting involve regularization or reducing model complexity,
we hypothesize that the root cause in our problem is not
excessive model complexity, but rather the intrinsic proper-
ties of the data, causing unrepresentative validation set.*
Specifically, the severe class imbalance and the difficulty
of separating the minority classes from the majority classes
using available features.
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To investigate the impact of class imbalance, we imple-
mented SMOTE. Standardly, SMOTE is expected to
improve performance on minority classes.'” However, in
our case, its application led to a catastrophic failure in
model training, causing the model to exclusively predict
the majority class, CTAS 3. This outcome indicates that
the feature space of the minority classes heavily overlaps
with that of the majority classes. By creating synthetic sam-
ples between existing minority points, SMOTE inadvert-
ently generated noisy and contradictory training examples

located within dense majority-class clusters. This “noise
amplification” made it impossible for the model to find a
coherent decision boundary. Meanwhile, the instability
shown in the validation curve can be interpreted as a milder
symptom of this same root problem, as the model struggles
to distinguish the islands of minority classes that are diffi-
cult to distinguish in the sea of majority classes.

Upon further investigation in the dataset, it is found that
in some cases, even if the input is similar, the outputs could
be completely different. One possible reason is that during
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triage, nurses have access to other information that was not
recorded in the dataset. For example, crowded EDs can give
subconscious pressure for nurses to down-triage patients, as
mentioned previously, which could lead to similar input
features but different acuity level. Another example is that
nurses can see the patients and examine their conditions
through details such as medical history, visible injuries or
tone of speaking, none of which are recorded directly in
dataset. Lastly, even if triage nurses are highly experienced,
they still could make mistakes in triaging from time to time,
or have inconsistency when triaging, as in many cases they
are guided by experience, rather than algorithmic process-
ing of data. This is further highlighted after we applied
data filtering, removing about 20% of data but resulting in
a significant accuracy improvement, proving that the ori-
ginal unfiltered dataset is indeed noisy.

Furthermore, when we apply SHAP method to explain
the feature importance, we see a stark difference between
filtered and unfiltered data. For the unfiltered data, chief
complaints have complete reign over the acuity, while
the vital signs have shown very negligible SHAP value.
This phenomenon indicates that for that dataset, the correl-
ation between vital signs and acuity is weak. This is not to
claim that vital signs are unimportant features, rather it is
to point out that in the unfiltered dataset, there are too
many cases where similar vital signs are assigned different
acuity values by nurses, also highlighting that patient’s
level of acuity relies on factors way beyond vital signs.
In contrast, after the inconsistent data are filtered out, we
begin to see features such as NEWS score, number of
abnormal vital signs, and heart rate begin to show import-
ance in prediction. However, it is still noticeable that the
first three words in chief complaints have great

importance. This further highlights the claim of this study:
to develop a continuous monitoring algorithm in the ED,
chief complaints must be used in conjunction with each
other, to provide accurate predictions.

In summary, among all models, the baseline model has
worst performance in terms of accuracy, while our proposed
model reached higher accuracy, likely due to its ability to
incorporate chief complaints. The accuracy has plateaued
around 70% due to the inconsistency of data or lack of input
features, as evident in the significant accuracy increase after
additional data filtering. The summary of model perfor-
mances can be viewed in Table 2.

Practical implications

This study proposes a novel approach to monitoring in the
ED, which is to utilize chief complaints in conjunction
with vital signs, to predict the acuity values. In the current
practices, the CTAS level is only assigned at the start at tri-
age. However, during the ED stay, nurses must rely on
either early warning systems such as MEWS or NEWS,
or some threshold values to provide algorithmic alarms,
based on vital signs, or rely on repeated assessments and
their own intuition.>> Using an approach similar to this
study would allow an algorithm to more accurately deter-
mine the patient’s acuity over time, constantly providing
risk stratifications, allowing nurses to focus on patients
with higher risks at the time. When paired with continuous
monitoring devices, it truly has potential to improve the
workflow in the ED. However, by no means this type of
model is meant to replace the role of triage nurses.
Rather, it intends to serve as a triage assistant, providing
nurses with the tool to more rapidly address a large number
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Table 2. Performance of all evaluated models.

Baseline feed-forward network 0.6034
Baseline gradient boosting 0.5922
model

Baseline random forest 0.5908
model

Baseline feed-forward network with filtering 0.6785
ANN model with chief complaints 0.7265
Parallel model with chief complaints and filtered data 0.9065

0.6009 0.6014 ANN

N.A 0.5941 Gradient boosting

N.A 0.5932 Random forest

0.6805 0.6784 ANN

0.7069 0.7065 ANN with a transformer
encoder

0.8781 0.8803 ANN with a transformer

encoder

of patients. Lastly, even if this particular model does not
have enough predictive power or enough validation to be
used in a real clinical environment, it shows the import-
ance of such multimodal approaches, allowing future stud-
ies to try incorporating chief complaints into their model
development.

Limitations and future work

The models utilized in this study exhibit several limita-
tions. Firstly, due to the absence of time series data, the
vital signs used in the model relies solely on those from
initial triaging. This limitation arises because the time ser-
ies data within MIMICS-IV-ED lacks labels, necessitating
manual labeling for supervised learning, while unsuper-
vised learning is unsuitable for the triaging task.
Moreover, the reliance on labels provided by “expert clin-
icians” introduces the risk of inaccurately triaged cases,
potentially compromising the decision-making process—
a scenario often described as “Garbage in, garbage
out.”?! Additionally, the exclusive use of data sourced
from the MIMIC-IV-ED database introduces the potential
for inherent bias towards this dataset, which may result in
statistical disparities when extrapolated to real ED scen-
arios. Lastly, it is imperative to recognize the retrospective
nature of this study, implying that the model’s perform-
ance might vary when implemented in clinical settings.®
To address these limitations, several avenues for
improvement are worth exploring. Firstly, supplementing
the MIMIC-IV-ED dataset with data collected directly
from hospitals could diversify the dataset. Furthermore,

integrating time series data into the model is essential. As
the MIMIC-IV-ED lacks labels for time series data, it might
be necessary to find or create datasets with clear definition
of clinical deterioration. Lastly, to validate the accuracy of
the model, clinical trials should be conducted to evaluate its
performance in real-life situations.

Conclusion

In this study, data collected from MIMIC-IV-ED is used to
train several models. Among these models, ones that
included chief complaints as input had significantly higher
accuracy (72.65%) than the baseline model (60.34%) which
only uses numerical data, supporting the claim that the
inability to incorporate chief complaints leads to the
inaccuracy of EWS. Model accuracy increased further
(90.65%) when the inconsistent data are removed, further
highlighting the potential of this algorithm when human
inconsistency during triaging is minimal. The findings in
this work have significant real-world application, having
the potential to enhance patient monitoring and early detec-
tion of deterioration in ED waiting rooms, ultimately
improving patient outcomes. Future research should focus
on incorporating more diverse datasets and utilizing time
series data to further refine and validate these models in
clinical settings, paving the way for Al-driven advance-
ments in emergency medicine.
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